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The Promise of Reinforcement Learning

Learning to act through trial and error. /t—-——~'\
{ observation, reward } { action }
. teracts \
An agent Interacts with an A —

N

environment and learns by
maximizing a scalar reward signal.

® No models, labels, demonstrations,
or any other human-provided
supervision signal.

® Representation has been a
challenge/missing.

[Volodymyr Mnih]



Deep Reinforcement Learning

® Combining deep neural networks with RL.
® Learn to act from high-dimensional sensory inputs.

® Is anoisy, sparse, and delayed reward signal sufficient for
training deep networks? problem.

Env1r0nmen}

{ observations, reward } { action }

[Volodymyr Mnih]



Example: Learning to play Atarl
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Direct policy search example: Attention
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[Ba, Mnih, Kavuckuoglu]



Results

MNIST Street View House
seguences Number sequences

£

» The attention-based model achieves state-of-the-art accuracy on the
SVHN multi-digit task - 3.9% error.

4 times fewer floating point operations than the best ConvNet.

[Volodymyr Mnih et al]



Attention-Based Game Agent
e Roughly the same model and training method can be used
In a game-playing agent.
e The agent learns to track a ball without being told to do so.

Glimpse Coverage

Glimpse Histo Game Pla

~ Individual Glimises



Direct policv search
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Policy gradients using backprop
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Policy gradients using backprop




Neuro-dynamic programming



Dynamic programming
A — W(St) C%aLﬁ 90‘6(7@9‘)ah

s denotes the state (model abstraction of the environment, e.g. histories)
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Bellman’s equation and TD
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Action-value (Q) functions
A {\  §
VT(§) = mz}x@ﬁ(s, a’D

V*(s) = max Ey [r(s,a,s’) +yV*(s')[s] <
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V*(s) = max Eg [r(s’ a,s') + v max Q*(s’,a")\s}
— a \ | a’

—

Q" (s,a) = Eg [r(s, a,s’) + Y max Q" (s, a’)|s,a]
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Q - Learning

O [r(s, a,s’) + 7 max Q*(s'.a’)]s.a




Neuro-dynamic programming

(s, a; w), where w are the parameters

v 4

2
L(w;) =Ega { (IES, [r(s, a,s’) + 7 n;gfx Q(s'.a, w,,;_l)} — (s, a, v&)) }
— S |\ == L (
éqr?e‘(' Qdor

L\rJ‘hc

Yi = g {T(Sj a, S,) - Y HIE}XQ(S,? ala W’i—l)]

a




Neuro-dynamic programming
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Deepmind’s DON
« Use a deep neural network to represent the action-

value function Q. -
e Learn Q with end-to-end RL mapping the raw pixels
to action values in Atari games.
* New stable online variant of Q-learning:
* Do updates on samples of past experience.
* Freeze network used for generating targets and

refresh periodically.




» End-to-end learning of values Q(s, a) from pixels s
» Input state s is stack of raw pixels from last 4 frames
» Output is Q(s, a) for 18 joystick /button positions
» Reward is change in score for that step
32 4x4 filcers 256 hidden units Fully-connected linear
output layer
|6 8x8 filters

4xB84x84
SMMOUS _ Fully-connected layer

frames Convolutional layer Convolutional layer of rectified linear units

of rectified linear units of rectified linear units

Network architecture and hyperparameters fixed across all games



DQN Convolutional Network

Convglution Convglution Fully cgnnected Fully cgnnected

No input
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Q-learning with experience re-play

DQN increases stability with experience replay and fixed Q-targets

» Take action a; according to e-greedy policy
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> Store transition (W) in replay memor@

» Sample random mini-batch of transitions (s, a, r,s’) from D

» Compute Q-learning targets w.r.t. old, fixed parameters w—
» Optimise MSE between Q-network and Q-learning targets

2
ﬁi(w,-) — Esja’r’sf,\,p’. (r + 7y malax Q(s” a’,L) — Q(S, a, W,'))

» Using variant of stochastic gradient descent (Mnih et al.)




Delayed Rewards
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Sacrificing Immediate Rewards

O=TLEM




Results on 49 Games

 The architecture and
hyperparameter values were
the same for all 49 games.

* DON achieved performance
comparable to or better
than an experienced
human on 29 out of 49
games.

e Games with superhuman
level play include Pong,
Boxing, Breakout, Space
Invaders.

Video Pinball |
Boxing || AT07%
Breakout || 7
Star Gunner _| /S 506%
Robotank | I 508%
Atlantis | D 451%
Crazy Climber | XA +19°%
Gopher | mm— ) 4
Demon Attack _| FE S 294%
Name This Game | I 278%
Krull | I 277%
Assauit_| EX7 SN 2+5%
Road Runner _| (7 252%
Kangaroo | I 224%
Tennis |EE0N 148%
James Bond | N 145%
Pong | T 132%
Space Invaders | 7 121%
Beam Rider |7 0 119%
Tutankham |20 I 112%
Kung-Fu Master |EF-0 " 102%
Freeway | I 102%
Time Pilot | [Z78 100%
Enduro | N 97%
Fishing Derby | 70 93%
Up and Down || T o2%
Ice Hockey | 0 79%
Q*Bert | 70 78%
H.E.R.O. uman-level or above
Asterix | 69 below human-leve!
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INNOVATIONS IN

he microbiome

Lnature

THE INTERNATIONAL WEEKLY JOURNAL OF SCIENCE

DON
Al
And all that

Self-taught Al software
attains human-level
performance in video games
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